
OVERVIEW 
The work of the ESAA centres around the SAFE Benchmarks Framework as we engage stakeholders to align to 
an equitable outcome for all learners and improved working experiences for dedicated and innovative 
educators. Our intent is to clarify the urgency and specific areas of need to prevent failures in data management 
that compromise the potential for how responsible AI can be a lever for equity for educators and learners alike. 

Frameworks and benchmarks are important to innovation as a means of targeted guidance; focusing disparate 
efforts towards shared objectives and outcomes, and ensuring the development of appropriate restraints. 

 

UNDERSTANDING THE FRAMEWORK 

APPLYING THE FRAMEWORK 
What can that look like? Let’s apply the SAFE framework to the three main cohorts of stakeholders in edtech: 

1. Educators 
2. Edtech Vendors 
3. Policymakers 

This interdependency is crucial for schools to effectively use any technology, but the risk potential increases 
when the software itself is working on its own because of artificial intelligence. Below, we explain how the three 
cohorts of roles intersect within the framework: 

Safety The goal for safety is ensuring edtech users can be active in a digital environment which 
protects their data and privacy security while vendors continue in their roadmaps, 
responsibly innovating learning solutions.

Accountability Standards co-written by subject matter experts, edtech vendors, the educators and the 
learners using the tools can provide such accountability if appropriately reinforced by 
relevant policymakers and stakeholders.

Fairness Providing ethical, unbiased and equitable learning opportunities can be achieved as 
long as developers are intentional about the quality of the data being received from 
both the procurement of large datasets and the usage of their products, and vigilant 
regarding potential unconscious biases within their designs. 

Efficacy Vendors can support efficacy by incorporating diverse and transparent measurement 
capabilities into edtech for assessing gains, informing both educator and learner of 
progress.

THE SAFE BENCHMARK 
FRAMEWORK

http://edsafeai.org


Teachers and the administrators that support them benefit from the SAFE Benchmark Framework by improving 
their general edtech knowledge to include AI specific considerations. This affects their approach to evaluation, 
implementation, and use for both direct student-centered work in teaching and learning, as well as using tools 
that bolster their  productivity.

WHY? HOW? WHAT IF WE DON’T?

SAFETY Edtech vendors that are 
incorporating AI into their 
products have to 
demonstrate competence 
in student safety to have 
a viable solution that 
protects students from 
vulnerable exposure of 
their data.

If edtech vendors can put 
safeguards in place to 
keep student data 
encrypted in transit, and 
provide transparency 
regarding how that data is 
informing their AI models, 
as well as continue to 
update their security 
approaches over time, 
they can mitigate threats 
that students and 
teachers may not be able 
to take care of 
themselves.

Educators and students 
need to rely upon the 
deep subject matter 
expertise of the vendors 
they partner with, and the 
stakes are higher when 
edtech makes use of AI 
models to deliver their 
value.

EDUCATORS

“AI has great potential to improve learning and 
school efficiencies when it is done well. We need to 
be thinking carefully about who owns the data and 
how safe those data are.” 

– Mark Butland, Ed.D. 
Director, Iowa EdTech Collaborative



ACCOUNTABILITY AI is coming into edtech 
product roadmaps 
following years of 
vendors marketing their 
products to teachers. 
deliberate attention to 
accountability ranging 
from sales through the 
user experience is 
needed to support both 
teachers and the tech 
departments to be 
successful as they 
navigate new support and 
responsibility constructs. 
 

With the exponential 
power of AI in edtech, a 
new approach to 
engaging educators is 
desired.  
 
An increased 
intentionality in assuming 
responsibility for building 
interdepartmental 
consensus when 
evaluating products 
would mean both parties 
can move forward with 
confidence. 

Regulations or rigourous 
approval for a 
marketplace may be 
essential to reinforce this 
level of accountability to 
yield transparency and/or 
auditability of the dataset 
and means for acquiring 
new data. 

Without accountability 
specifically for product 
design as well as sales 
approach, vendors can 
unwittingly expose 
students and teachers, 
causing harm and 
undermining their own 
sustainability.

FAIRNESS Edtech vendors have 
enormous potential for 
improving fairness and 
equity in teaching and 
learning—as long as more 
general concerns around 
data bias are being 
considered by engineers 
when employing or 
building AI technology 
and the requisite 
datasets. 

Additionally, they should 
consider how the UI/UX 
would be perceived and 
used by students (as well 
as teachers) of various 
backgrounds and 
cultures.

If edtech vendors that 
employ AI were provided 
with a set of benchmarks 
and standards focused on 
equitable learning 
experiences, it could 
facilitate how teachers 
will be able to keep all 
students making progress 
according to ability and 
without neglecting at-risk 
students and increase 
digital equity. 

Without having clearly-
stated expectations for 
fairness, bias and inequity 
can continue for edtech 
vendors as their AI 
models learn how to 
serve the majority cohorts 
of students. 



EFFICACY Edtech vendors may 
design their solutions to 
be effective in specific 
student outcomes such 
as academic standards, 
supporting social-
emotional learning, or 
providing digital equity 
through their UI/UX 
design and affordability. 
 
By enhancing their 
products to incorporate 
AI, vendors will need to 
continue developing 
solutions that adequately 
reflect the actual 
practices and 
implementation 
environments in which 
practitioners operate. 

If educators and learning 
scientists knew more 
about what was possible 
and had realistic 
expectations from AI that 
were explicit in the form 
of benchmarks and 
standards —especially for 
non-academic use cases 
lacking standards—they 
can improve efficacy 
whether for supporting 
teachers or independent 
work of students 
engaged with the 
solution. 

Efficacy with AI in edtech 
should be a goal, not a 
byproduct. This not only 
applies for academic 
outcomes for students, 
but also for non-academic 
outcomes, too, and this 
includes efficacy for 
supporting educators with 
tasks that AI can manage 
while they are engaged 
with other students or 
tasks. 

If we don’t set high 
standards for efficacy in 
our edtech usage, we risk 
AI being a gimmick 
instead of a paradigm 
shift for a field in need of 
authentic support.

“The potential for AI in education is immense and has the 
potential be transformational, but with all things in education, 
the pressure to get it right is equally important—when an 
industry misses, they retool, when we miss in education, we can 
negatively impact the student experience and student learning.” 

— John Speer, Ed.D., 
Grant Wood Area Education Agency, Cedar Rapids, IA 



If we shift perspective to edtech vendors, the SAFE Benchmarks Framework provides structure without 
impeding their product value propositions and breakthroughs. 

WHY? HOW? WHAT IF WE DON’T?

SAFETY Educators are saddled 
with unprecedented 
stress to maximise 
instructional time while 
continuing to assume 
more responsibility for 
student needs. AI is an 
attractive solution already 
demonstrating capacity 
for supporting classroom 
teachers and 
administrators for both 
academic and non-
academic work. 

Yet, much of this 
unregulated technology 
could pose risks to 
student data privacy and 
as such, malicious intent. 

Edtech vendors 
employing AI in their 
solutions may intend to 
provide safe user 
experiences for students 
and educators alike, but 
the pace of innovation 
towards autonomous 
software poses new risks 
that will be harder to 
mitigate over time. 

New regulations 
concerning AI for both 
edtech developers and 
end users in schools can 
create a buffer between 
students and potential 
threats to their privacy. 

In a hyper-connected 
world where it is 
becoming more difficult to 
discern beneficent 
experiences from 
maleficent ones, AI can 
be used to further blur 
boundaries for students 
and teachers alike.  

Vendors need 
checkpoints and 
accountability for 
protecting students and 
educators when an 
edtech vendor’s product 
fails to create safe and 
reliable learning 
experiences through data 
security breaches. 

EDTECH VENDORS

“We’re not just interested in AI for AI’s sake. When we 
think about AI and the tools and the technologies, what 
we’re really interested in is how we purposely use AI to 
improve learning.”  

— Michelle Barrett, Edmentum



ACCOUNTABILITY In general, edtech has 
been exponentially 
increasing for years, and 
student data privacy 
concerns have been 
regulated to protect 
children as well as 
educators. More recently, 
AI has begun surfacing in 
instructional software and 
hardware, extending prior 
risks to student data while 
introducing new threats 
as well.

Policymakers can support 
the development of 
reasonable benchmarks 
and standards, codified in 
regulations to protect all 
in our learning 
communities from data 
privacy breaches leading 
to more nefarious 
outcomes. 

Policymakers can work 
with edtech vendors 
employing AI to establish 
avenues of redress that 
are fair and ultimately, 
non-restrictive. By 
ensuring mechanisms are 
in place to report AI-
derived abuse, bias, and 
other concerns that afford 
vendors the margin to 
revise their product 
shortcomings and where 
applicable make 
restitution with those 
affected, the field begins 
to establish support for 
trusted AI in edtech.

If we fail to introduce 
effective accountability 
measures regarding AI, 
the software itself may be 
vulnerable to employment 
by bad actors as an agent 
that could exploit 
students and educators' 
privacy.

FAIRNESS In other sectors, biases 
found in AI have been 
widely reported as a chief 
concern for developers to 
address in the diversity of 
the datasets utilised in 
training AI models to 
function accurately. 

Here, fairness means 
ensuring that there is 
digital equity afforded to 
all learners in edtech 
products and the related 
systems. 

Policymakers requiring 
edtech vendors to 
acquire or develop 
datasets and UI/UX 
designs that are equitable 
and representative of all 
learners (and educators) 
is best accomplished 
through comprehensive 
and generous 
benchmarks and 
standards that in and of 
itself, fairly balance the 
needs of all stakeholders.

Without requirements to 
eliminate bias, 
developers using AI in 
edtech can contribute to 
a widening opportunity 
gap for students of 
varying racial, ethic, 
gender, and religious 
backgrounds not 
reflected in the datasets. 



EFFICACY With edtech spending by 
schools, districts, and 
state education agencies 
continuing to increase as 
developers extend the 
potential of their solutions 
by employing AI, 
demonstrating that these 
tools are effective for 
student growth is 
imperative — especially 
with the increased risks 
and unknown variables 
on the near horizon. 

As they have done with 
academic standards for 
decades now, 
policymakers can 
contribute to efficacious 
edtech development with 
AI by requiring vendors to 
align their solutions with 
applicable academic 
standards, and provide 
testing environments to 
ensure the efficacy of 
products before 
classroom 
implementation. 

If no models are in place 
to determine the true 
efficacy of the products or 
their implementation, 
educators and students 
both can squander 
instructional time and 
education budgets when 
solutions fail to help 
students grow in both 
academic and non-
academic measures.

AI is already here and it’s everywhere, but not all of us 
know the extent. Secondly, it’s already shaping 
understanding and beliefs. Thirdly, people still don’t 
understand how detailed a profile there is for each of us 
and our children and it’s shaping every single thing we 
see on Twitter. The degree to which the tech is already 
shaping our lives is a blindspot.” 

— Joseph South, ISTE



The educators themselves and edtech vendors have long relied upon local, state, and federal policies to stay in 
alignment and mitigate risk. Introducing AI into edtech poses new threats, for certain, but also promise. Both 
academic and non-academic outcomes can be addressed, supported, and improved with the support of 
policymakers. 

Why? How? What if we don’t?

SAFETY The promise of certain 
edtech can eclipse 
knowing that users—and 
their data—are safe from 
nefarious agents. 

Educators need guidance 
for delineating between 
possible solutions for 
their practice and 
potential threats.

Educators and students 
need support from 
vendors, policymakers 
and supporting 
organisations to generate 
realistic guidelines that 
adhere to data security 
and privacy standards, 
specific to AI.

If safety isn’t the highest 
concern, vulnerable 
students can be exploited 
and educators could be 
culpable for contributing 
unwittingly to data 
breaches that expose 
students to potential 
harm.

POLICYMAKERS

Today, only a few countries have adopted 
appropriate rules and procedures and legislation, 
and put up appropriate institutional arrangements 
the safe, ethical use of Al in education. This situation 
raises concerns regarding the fragility of the digital 
learning ecosystem and the lack of capacity to 
protect teachers, learners and the educational 
system as a whole. I believe that international 
cooperation and collaboration efforts, such as the 
EdSAFE Al Alliance are also required. 

— Borhene Chakroun 
Director for Polices and Life Long Learning Systems - UNESCO



ACCOUNTABILITY Educators are contending 
with the redefinition of 
their roles within the 
learning ecosystem in 
conjunction with the 
development of newer 
technologies and 
challenging instructional 
realities. 

In addition to their 
teaching responsibilities, 
educators are 
increasingly accountable 
for finding technical 
solutions on their own 
and using them according 
to local or even school or 
institution policy. 

When developers 
implement AI into their 
products for classroom 
use, applications can 
serve as both 
administrative and 
teaching assistants. Yet 
the teacher is still 
responsible for learning 
outcomes and no 
technology will displace 
their role or responsibility. 
Therefore, it is incumbent 
upon teachers to learn 
how AI tools can yield 
positive and safeguard 
against negative 
consequences that may 
occur, such as:, identifying 
students as 'at-risk', 
grouping them by ability 
level, predicting scores or 
outcomes, and more. 

A lack of adequate 
evaluation processes that 
reflect the actual 
practices of new 
technology adoption or 
implementation 
requirements which are 
not clearly enough 
defined can compound 
difficulties in ensuring 
accountability of all 
stakeholders within a 
school or learning 
institution. 

Educators need a balance 
of freedom when 
encountering new tools 
that support specific 
student needs with 
accountability to be in 
communication with their 
technology department.  
 
Appropriate vetting, 
approval, and support 
systems and roles must 
be clearly defined for new 
technology as it becomes 
available.

Without accountability, 
there is no reinforcement 
for any role to keep all 
parties and their data safe 
or to understand where 
responsibilities lie should 
there be problems. 

Without properly defined 
accountability, educators 
can be at risk of 
unwittingly assuming 
liability for breaches or 
misuse which would lead 
to a rejection of AI-
enabled learning tools 
that could be game-
changing for learners. 

Without adequate 
accountability processes 
in place, the evaluation 
and adoption of 
technologies and systems 
becomes cumbersome 
and potentially 
dangerous.



FAIRNESS High standards for 
teachers to be equitable 
in the ways they design 
and deliver instructional 
activities is more explicit 
than ever. 
 
With AI-enabled 
technology on the rise 
both generally and in 
edtech specifically, pre-
existing equity gaps can 
increase in a variety of 
ways: between 
neighbouring schools/
districts with differing 
funding, as well as 
between one classroom 
and the next. 
 
However, other inequities 
aren’t obvious because of 
a lack of transparency in 
how AI-based edtech is 
trained to respond to 
different populations, 
regardless of what data, 
sensors or inputs are 
used. 
 
We need educators to 
understand how to look 
for inherent bias in the 
datasets, sensors, and 
even UI/UX design.

Equitable learning 
experiences that are 
enriched through 
technology are possible 
with a set of broad 
standards that address 
fairness of AI in edtech 
across the user 
experience, from the 
inherent quality of the 
dataset, eliminating bias 
all the way through the 
user experience students 
(and teachers) encounter.

If fairness isn’t a priority, it 
is already apparent from 
outside of edtech that AI 
has a high potential for 
further dividing people. In 
education, this means 
that AI in our technology 
can further widen 
opportunity gaps for at-
risk populations of colour, 
diverse cultures, or low-
socioeconomic status.



EFFICACY Teachers gravitate 
towards elegant 
technology to not only 
recover and protect 
instructional time but to 
make possible for their 
students what would 
otherwise be 
unattainable. 
 
Whether it’s for 
overcoming prior learning 
gaps, learning disabilities, 
or simply increased 
student engagement, 
efficacy can and should 
be measured to justify the 
use of any technology, 
but especially with AI-
infused edtech.

Benchmarks and 
standards for efficacy can 
be tailored for AI in 
edtech based on a rich 
history of learning 
sciences and the 
research conducted by 
such experts and the 
organisations that are 
already providing 
common means for 
assessing student 
outcomes.

If we don’t require 
efficacy (and do so with 
educator involvement), 
edtech product vendors 
won’t refine their 
solutions and train their AI 
models towards that 
priority.

“The use of AI tools in the education system is among the most 
concerning and in need of guard rails to protect our students. We 
must ask ourselves: do we want to allow untested and unvetted 
technology to be the gate keeper of success for our kids?” 

– Alex Kotran, Co-Founder & CEO, The AI Education Project 


